Visualizing Higher-Dimensional Data
by Neil Dickson

Introduction
In some scenarios, dealing with more dimensions than 3 is an unfortunate necessity.
This is especially true in the cases of quantum systems and NP-hard problem solution spaces. These can
both be represented in terms of an n-dimensional hypercube where each vertex has an associated
value. The current state of an n-qubit quantum system can be represented as a unit vector of 2n
complex numbers, one for each classical state. The set of all current possible quantum states (the
Hamiltonian) can require a 2n×2n matrix to represent. Viewing a quantum state or the Hamiltonian as it
changes over time could give insight into how to design better quantum algorithms.
The solution space to an NP-hard problem such as Maximum Independent Set (MIS) is 2n possible sets of
nodes, each either being an independent set with a size or being a dependent set with some number of
edges. For the NP-hard problem Quadratic Binary Programming, the solution space can literally be
considered an n-dimensional hypercube where each vertex has an associated value, the objective being
to find the minimum value vertex. Viewing the solution space of an NP-hard problem could give a way
to see what areas of the space are searched by an algorithm and compare algorithms.
Viewing all of a high-dimensional structure usually means viewing many slices in lower dimensions, or
having an incomprehensible mess. Viewing the data with less structure can be more manageable, but
then one needs to find how to show some meaningful structure, otherwise the visualization serves little
purpose.
This project shows a simple visualization of an n-dimensional hypercube where each vertex has an
associated value. The structure displayed is primarily the hamming distance from a selected point, but
other structure such as an algorithm’s search tree can optionally be superimposed on the hypercube in a
meaningful way. This visualization appears to be suitable only up to roughly n=12, due to that all 2n
vertices are displayed, but future work may reveal ways of displaying yet higher dimensions.

The Visualization
The visualization is most easily understood by seeing simplified lower-dimensional examples:
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The vertices are split into rows by the number of bits set in their associated index, and sorted into
ascending numerical order within the row. In higher dimensions, it becomes an issue that there are n
choose n/2 vertices in the middle row, (which is exponential in n). For 12 dimensions, this means 924
vertices. For 13 dimensions, it is more than the number of pixels across most displays (1716). The
following is an early example of a 12-dimensional view of a hypercube, before a solution had been found
for this issue.

Each rectangle represents a vertex, and the colour represents a value for the vertex (blue being
negative, black being zero, and red being positive). The edges are not displayed, because displaying all
of the edges makes the screen a complete mess.
To solve the issue of tightly-packed, thin vertex representations, a random disturbance (less than the
row height) is added to the y-coordinate of each vertex, and each vertex is represented by a small circle.
Because there are many overlapping circles, transparency is used in addition to colour to represent
vertex values.

Both of the previous images represent the search space of a MIS problem. The row number indicates
the number of nodes in the set, and through a mapping to quadratic binary programming, the blue
nodes are independent sets and the orange nodes are dependent sets. The objective of the MIS
problem can be viewed as finding the lowest bright blue node. This representation is clear enough that
even more data can be shown while still maintaining a coherent view.
Ideally, one would want to be able to visualize the execution of an algorithm in this view, so this is
explored though showing a distribution of results from simulated annealing (a common class of heuristic
algorithms) as the algorithm executed.

The glow around certain vertices represents the percentage of simulated annealing runs that are at each
vertex after, in this case, 400 steps out of 1024 steps. This is a screenshot from an application showing
the progression of the simulated annealing animated.
In many cases, it is desirable to view a solution space relative to a current best result or current state
instead of always having point 0000...0 at the top. The application from which the above screenshot
was taken supports changing the top node dynamically, in this case to be the node with the largest
percentage of simulated annealing runs agreeing on it as they execute. To determine the position of
other nodes after rotating one to the top, the node indices are always XOR’d against the top node’s
index before finding the position. As such, the rows then represent the number of bits of difference
from the top node. Also note that although the word “rotation” is used to describe changing the top

node, it is in fact equivalent to reflecting the hypercube in each dimension that is different from the
current top node, not strictly rotating it. Rotation is simply a bit easier for most people to visualize in
this context without being completely different.
One thing that is almost impossible to see from a single image is that the animated rotation makes more
of the hypercubic structure comprehensible. This was a piece of unexpected good fortune. With a bit of
effort, perceiving up to an 8-way split (i.e. splitting 3 dimensions of the hypercube to give octants that
are (n-3)-dimensional) is manageable. Each reflection is visible, and the dimension being reflected in a
single bit flip can be intuited from the pattern of motion throughout the flip. Viewing this in the
application is highly recommended.
Some more experimentation was done into displaying additional structure without bombarding the
viewer with all structure of the solution space. Most MIS algorithms (both exact and approximate) work
by moving between neighbouring independent sets or neighbours of neighbours. The following shows
edges between all neighbouring vertices representing independent sets.

Viewing all of these connections appears to be excessive in this case, even though it does look slightly
better when rotated to a view where the independent sets are not all close to each other. Many MIS
algorithms work by traversing a search tree, and conveniently, most of those use the exact same tree as
a base (or reflections of it). Here is one such tree in the hypercube.

This tree is much easier to view. It is not particularly useful for analysing simulated annealing, since it
does not use a tree search, but the search trees of multiple algorithms could be compared in such a
manner. Note also that if it weren’t for the randomness in y-coordinate, there is a way to embed the
most standard search tree with no crossing edges in this visualization, but the above is not the most
standard search tree.

Conclusions
Perhaps the biggest issue with doing algorithmic analysis using this visualization is that the visualization
doesn’t scale far beyond 12 dimensions. There may or may not be a way of viewing and navigating 12dimensional portions of a solution space better than simply splitting the solution space into 2n-12
separate slices and viewing each separately, but this requires more research. It would also have been
interesting to investigate viewing quantum states with this visualization, as alluded to in the
introduction, but this would require relevant data and probably an intimate understanding of quantum
mechanics. I look forward to seeing what D-Wave Systems can do with this type of visualization.
Nonetheless, this is definitely a feasible way of viewing certain types of data up to and including 12
dimensions.

